
Lecture 15  
Image Segmentation 

Cosimo Distante 



Grouping in vision 
•  Goals: 

–  Gather features that belong together 
–  Obtain an intermediate representation that compactly 

describes key image or video parts 



Examples of grouping in vision 

[Figure by J. Shi] 

[http://poseidon.csd.auth.gr/LAB_RESEARCH/Latest/imgs/
SpeakDepVidIndex_img2.jpg] 

Determine image regions 

Group video frames into shots 

Fg / Bg 

[Figure by Wang & Suter] 

Object-level grouping 

Figure-ground 

[Figure by Grauman & Darrell] 

Slide credit: Kristen Grauman 



What things should be grouped? 
What cues indicate groups? 



Gestalt 

•  Gestalt: whole or group 
– Whole is greater than sum of its parts 
– Relationships among parts can yield new 

properties/features 

•  Psychologists identified series of factors that 
predispose set of elements to be grouped (by 
human visual system) 



Similarity 

http://chicagoist.com/attachments/chicagoist_alicia/GEESE.jpg, http://wwwdelivery.superstock.com/WI/223/1532/PreviewComp/SuperStock_1532R-0831.jpg Slide credit: Kristen Grauman 



Symmetry 

http://seedmagazine.com/news/2006/10/beauty_is_in_the_processingtim.php Slide credit: Kristen Grauman 



Common fate 

Image credit: Arthus-Bertrand (via F. Durand) 

Slide credit: Kristen Grauman 



Proximity 

http://www.capital.edu/Resources/Images/outside6_035.jpg Slide credit: Kristen Grauman 



Some Gestalt factors 



Gestalt 

•  Gestalt: whole or group 
– Whole is greater than sum of its parts 
– Relationships among parts can yield new 

properties/features 

•  Psychologists identified series of factors that 
predispose set of elements to be grouped (by 
human visual system) 

•  Inspiring observations/explanations; challenge 
remains how to best map to algorithms. 



Outline 
•  What are grouping problems in vision? 

•  Inspiration from human perception 
–  Gestalt properties 

•  Bottom-up segmentation via clustering 
–  Algorithms:  

•  Mode finding and mean shift: k-means, EM, mean-shift 
•  Graph-based: normalized cuts, Graph Cuts  

–  Features: color, texture, … 
•  Quantization for texture summaries 

 



The goals of segmentation 
Separate image into coherent “objects” 

image human segmentation 

Source: Lana Lazebnik 



The goals of segmentation 
Separate image into coherent “objects” 
 
Group together similar-looking pixels for 

efficiency of further processing 

X. Ren and J. Malik. Learning a classification model for segmentation. ICCV 2003. 

“superpixels” 

Source: Lana Lazebnik 
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pixels 

white 
pixels 

•  These intensities define the three groups. 
•  We could label every pixel in the image according to 

which of these primary intensities it is. 
•  i.e., segment the image based on the intensity feature. 

•  What if the image isn’t quite so simple? 

1 2 
3 

Image segmentation: toy example 

Slide credit: Kristen Grauman 
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Slide credit: Kristen Grauman 
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•  Now how to determine the three main intensities that 
define our groups? 

•  We need to cluster. 

Slide credit: Kristen Grauman 



Clustering 

§  Clustering algorithms: 
§  Unsupervised learning 
§  Detect patterns in unlabeled data 

§  E.g. group emails or search results 
§  E.g. find categories of customers 
§  E.g. group pixels into regions 

§  Useful when don’t know what 
you’re looking for 

§  Requires data, but no labels 
§  Often get gibberish 

Slide credit: Dan Klein 



0 190 255 

•  Goal: choose three “centers” as the representative 
intensities, and label every pixel according to which of 
these centers it is nearest to. 

•  Best cluster centers are those that minimize SSD 
between all points and their nearest cluster center ci: 

1 2 
3 

intensity 

Slide credit: Kristen Grauman 



Clustering 
•  With this objective, it is a “chicken and egg” problem: 

–  If we knew the cluster centers, we could allocate 
points to groups by assigning each to its closest center. 

–  If we knew the group memberships, we could get the 
centers by computing the mean per group. 

Slide credit: Kristen Grauman 



KMeans 

Let                     be the  
 
Let us suppose to cluster data into K classes  
 Let mj, j=1,…,k be the prototype for each class 
 
Let us suppose having already the K prototypes and we are interested in 
representing the input data xt with the closest prototype as follow 
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KMeans 
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How to find the the K prototypes mj? 
 
When xt is represented by mi, there is an error proportional to its 
distance 

Out objective is to reduce this distance as much as possible 
 
Let us introduce an error function (reconstruction) 
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KMeans 

Best performances reached by finding the minimum of E 
 
Let us use an iterative procedure to find the K prototypes 
 
Let’s start by randomly initialize the K prototypes mi 
 
Then we compute the b values (membership) and then minimize the 
errro E by placing the derivative of E to zero 
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Modifying the m values imply that even b values will vary and then the 
iterative process is repeated until no changes in m will occur 



KMeans 



KMeans 
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K-Means Clustering 
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K-Means Clustering 
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K-Means Clustering 
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K-Means Clustering 
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K-Means Clustering 
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K-Means Clustering 
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K-Means Clustering 
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K-Means Clustering 



K-Means Clustering 

n  RGB vector 
 



K-Means Clustering 
We need to reshape image data 
From matrix to observation vectors 
For exmple, for RGB images 

R G B 
R G B 



Clustering 

n  Example 

 

D. Comaniciu and P. 
Meer, Robust Analysis 

of Feature Spaces:  
Color Image 

Segmentation, 1997.  



K-Means Clustering 

n  Example 

 

Original K=5 K=11 



Bahadir K. Gunturk EE 7730 - Image Analysis I 38 

K-means, only color is used 
in segmentation, four clusters 
(out of 20) are shown here. 



Bahadir K. Gunturk EE 7730 - Image Analysis I 39 

K-means, color and position 
is used in segmentation, four 
clusters (out of 20) are shown 
here. 

Each vector is (R,G,B,x,y). 



Bahadir K. Gunturk EE 7730 - Image Analysis I 40 

K-Means Clustering: Axis Scaling 

n  Features of different types may have different scales.  
q  For example, pixel coordinates on a 100x100 image vs. RGB 

color values in the range [0,1]. 

n  Problem: Features with larger scales dominate 
clustering. 

n  Solution: Scale the features. 



K-means: pros and cons 

Pros 
•  Simple, fast to compute 
•  Converges to local minimum of 

within-cluster squared error 

Cons/issues 
•  Setting k? 
•  Sensitive to initial centers 
•  Sensitive to outliers 
•  Detects spherical clusters 
•  Assuming means can be 

computed 

Slide credit: Kristen Grauman 



KMeans 

Kmeans results with RGB image in. (a) the original image, 
(b) K=3; (c) K=5;(d)K=6; (e) K=7 and (f) K=8  



Fuzzy C-means 
1.  Initialize the membership matrix b with values between 0 and 1. 

such that the following is satisfied 

2.  Compute centers mi, i=1,…,k 

3.  Compute cost function 
  
 Stopping criterion : IF E<threshold or no significative variations 
between current and previous iteration 

4.  Compute the new membership matrix  
     And goto STEP 2 
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Probabilistic clustering 
Basic questions 

•  what’s the probability that a point x is in cluster m? 
•  what’s the shape of each cluster? 

K-means doesn’t answer these questions 
 
Basic idea 

•  instead of treating the data as a bunch of points, assume 
that they are all generated by sampling a continuous function 

•  This function is called a generative model  
–  defined by a vector of parameters θ 



Mixture of Gaussians 

One generative model is a mixture of Gaussians (MOG) 
•  K Gaussian blobs with means µb covariance matrices Vb, dimension d 

–  blob b defined by: 
 

•  blob b is selected with probability  
•  the likelihood of observing x is a weighted mixture of Gaussians 

•  where  



Expectation maximization (EM) 

Goal 
•  Given K Gaussians, find density function that generates data x: 

 
Approach: 

1.  E step:  given current guess of blobs, compute ownership of each point 
2.  M step:  given ownership probabilities, update blobs to maximize 

likelihood function 
3.  repeat until convergence 
 

5.3 Mean shift and mode finding 291

based on their statistics, and for accelerating the process of finding the nearest mean center
(Bishop 2006).

In mixtures of Gaussians, each cluster center is augmented by a covariance matrix whose
values are re-estimated from the corresponding samples. Instead of using nearest neighbors
to associate input samples with cluster centers, a Mahalanobis distance (Appendix B.1.1) is
used:

d(xi,µk;⌃k) = kxi � µkk
⌃

�1
k

= (xi � µk)T
⌃

�1
k (xi � µk) (5.26)

where xi are the input samples, µk are the cluster centers, and ⌃k are their covariance es-
timates. Samples can be associated with the nearest cluster center (a hard assignment of
membership) or can be softly assigned to several nearby clusters.

This latter, more commonly used, approach corresponds to iteratively re-estimating the
parameters for a mixture of Gaussians density function,

p(x|{⇡k,µk,⌃k}) =
X

k

⇡k N (x|µk,⌃k), (5.27)

where ⇡k are the mixing coefficients, µk and ⌃k are the Gaussian means and covariances,
and

N (x|µk,⌃k) =
1

|⌃k|
e�d(x,µk;⌃k) (5.28)

is the normal (Gaussian) distribution (Bishop 2006).
To iteratively compute (a local) maximum likely estimate for the unknown mixture pa-

rameters {⇡k,µk,⌃k}, the expectation maximization (EM) algorithm (Dempster, Laird, and
Rubin 1977) proceeds in two alternating stages:

1. The expectation stage (E step) estimates the responsibilities

zik =
1
Zi

⇡k N (x|µk,⌃k) with
X

k

zik = 1, (5.29)

which are the estimates of how likely a sample xi was generated from the kth Gaussian
cluster.

2. The maximization stage (M step) updates the parameter values

µk =
1

Nk

X

i

zikxi, (5.30)

⌃k =
1

Nk

X

i

zik(xi � µk)(xi � µk)T , (5.31)

⇡k =
Nk

N
, (5.32)
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E-step 
•  compute probability that point x is in blob b, given current guess of θ  

 
 
M-step 

•  compute probability that blob b is selected 

•  mean of blob b 

•  covariance of blob b 

EM details 

N data points 



Mixture of Gaussians 
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Applications of EM 
Turns out this is useful for all sorts of problems 

•  any clustering problem 
•  any model estimation problem 
•  missing data problems 
•  finding outliers 
•  segmentation problems 

–  segmentation based on color 
–  segmentation based on motion 
–  foreground/background separation 

•  ... 



Problems with EM 
1.  Local minima 

 k-means is NP-hard even with k=2 

2.  Need to know number of segments 
 solutions: AIC, BIC, Dirichlet process mixture 

3.  Need to choose generative model 

 
 



http://www.caip.rutgers.edu/~comanici/MSPAMI/msPamiResults.html 

Mean shift clustering and segmentation 
•  An advanced and versatile technique for 

clustering-based segmentation 

D. Comaniciu and P. Meer, 
Mean Shift: A Robust Approach toward Feature Space Analysis, PAMI 2002.  

Slide credit: Lana Lazebnik 



Mean shift clustering and segmentation 5.3 Mean shift and mode finding 293
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Figure 5.17 One-dimensional visualization of the kernel density estimate, its derivative, and
a mean shift. The kernel density estimate f(x) is obtained by convolving the sparse set of
input samples xi with the kernel function K(x). The derivative of this function, f 0(x), can
be obtained by convolving the inputs with the derivative kernel G(x). Estimating the local
displacement vectors around a current estimate xk results in the mean-shift vector m(xk),
which, in a multi-dimensional setting, point in the same direction as the function gradient
rf(xk). The red dots indicate local maxima in f(x) to which the mean shifts converge.

The problem with this “brute force” approach is that, for higher dimensions, it becomes
computationally prohibitive to evaluate f(x) over the complete search space.10 Instead, mean
shift uses a variant of what is known in the optimization literature as multiple restart gradient
descent. Starting at some guess for a local maximum, yk, which can be a random input data
point xi, mean shift computes the gradient of the density estimate f(x) at yk and takes an
uphill step in that direction (Figure 5.17). The gradient of f(x) is given by

rf(x) =
X

i

(xi � x)G(x� xi) =
X

i

(xi � x)g
✓
kx� xik

2

h2

◆
, (5.35)

where
g(r) = �k0(r), (5.36)

and k0(r) is the first derivative of k(r). We can re-write the gradient of the density function
as

rf(x) =

"
X

i

G(x� xi)

#
m(x), (5.37)

where the vector
m(x) =

P
i xiG(x� xi)P

i G(x� xi)
� x (5.38)

is called the mean shift, since it is the difference between the weighted mean of the neighbors
xi around x and the current value of x.

10 Even for one dimension, if the space is extremely sparse, it may be inefficient.
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where
Nk =

X

i

zik. (5.33)

is an estimate of the number of sample points assigned to each cluster.

Bishop (2006) has a wonderful exposition of both mixture of Gaussians estimation and the
more general topic of expectation maximization.

In the context of image segmentation, Ma, Derksen, Hong et al. (2007) present a nice
review of segmentation using mixtures of Gaussians and develop their own extension based
on Minimum Description Length (MDL) coding, which they show produces good results on
the Berkeley segmentation database.

5.3.2 Mean shift

While k-means and mixtures of Gaussians use a parametric form to model the probability den-
sity function being segmented, mean shift implicitly models this distribution using a smooth
continuous non-parametric model. The key to mean shift is a technique for efficiently find-
ing peaks in this high-dimensional data distribution without ever computing the complete
function explicitly (Fukunaga and Hostetler 1975; Cheng 1995; Comaniciu and Meer 2002).

Consider once again the data points shown in Figure 5.16c, which can be thought of as
having been drawn from some probability density function. If we could compute this density
function, as visualized in Figure 5.16e, we could find its major peaks (modes) and identify
regions of the input space that climb to the same peak as being part of the same region. This
is the inverse of the watershed algorithm described in Section 5.2.1, which climbs downhill
to find basins of attraction.

The first question, then, is how to estimate the density function given a sparse set of
samples. One of the simplest approaches is to just smooth the data, e.g., by convolving it
with a fixed kernel of width h,

f(x) =
X

i

K(x� xi) =
X

i

k

✓
kx� xik

2

h2

◆
, (5.34)

where xi are the input samples and k(r) is the kernel function (or Parzen window).9 This
approach is known as kernel density estimation or the Parzen window technique (Duda, Hart,
and Stork 2001, Section 4.3; Bishop 2006, Section 2.5.1). Once we have computed f(x), as
shown in Figures 5.16e and 5.17, we can find its local maxima using gradient ascent or some
other optimization technique.

9 In this simplified formula, a Euclidean metric is used. We discuss a little later (5.42) how to generalize this
to non-uniform (scaled or oriented) metrics. Note also that this distribution may not be proper, i.e., integrate to 1.
Since we are looking for maxima in the density, this does not matter.
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Figure 5.17 One-dimensional visualization of the kernel density estimate, its derivative, and
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displacement vectors around a current estimate xk results in the mean-shift vector m(xk),
which, in a multi-dimensional setting, point in the same direction as the function gradient
rf(xk). The red dots indicate local maxima in f(x) to which the mean shifts converge.
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In the mean-shift procedure, the current estimate of the mode yk at iteration k is replaced
by its locally weighted mean,

yk+1 = yk + m(yk) =
P

i xiG(yk � xi)P
i G(yk � xi)

. (5.39)

Comaniciu and Meer (2002) prove that this algorithm converges to a local maximum of f(x)
under reasonably weak conditions on the kernel k(r), i.e., that it is monotonically decreasing.
This convergence is not guaranteed for regular gradient descent unless appropriate step size
control is used.

The two kernels that Comaniciu and Meer (2002) studied are the Epanechnikov kernel,

kE(r) = max(0, 1� r), (5.40)

which is a radial generalization of a bilinear kernel, and the Gaussian (normal) kernel,

kN (r) = exp
✓
�

1
2
r

◆
. (5.41)

The corresponding derivative kernels g(r) are a unit ball and another Gaussian, respectively.
Using the Epanechnikov kernel converges in a finite number of steps, while the Gaussian
kernel has a smoother trajectory (and produces better results), but converges very slowly near
a mode (Exercise 5.5).

The simplest way to apply mean shift is to start a separate mean-shift mode estimate
y at every input point xi and to iterate for a fixed number of steps or until the mean-shift
magnitude is below a threshold. A faster approach is to randomly subsample the input points
xi and to keep track of each point’s temporal evolution. The remaining points can then be
classified based on the nearest evolution path (Comaniciu and Meer 2002). Paris and Durand
(2007) review a number of other more efficient implementations of mean shift, including their
own approach, which is based on using an efficient low-resolution estimate of the complete
multi-dimensional space of f(x) along with its stationary points.

The color-based segmentation shown in Figure 5.16 only looks at pixel colors when deter-
mining the best clustering. It may therefore cluster together small isolated pixels that happen
to have the same color, which may not correspond to a semantically meaningful segmentation
of the image.

Better results can usually be obtained by clustering in the joint domain of color and lo-
cation. In this approach, the spatial coordinates of the image xs = (x, y), which are called
the spatial domain, are concatenated with the color values xr, which are known as the range
domain, and mean-shift clustering is applied in this five-dimensional space xj . Since location
and color may have different scales, the kernels are adjusted accordingly, i.e., we use a kernel
of the form

K(xj) = k
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kxrk
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h2
r
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kxsk

2

h2
s

◆
, (5.42)

Kernels 
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Figure 5.17 One-dimensional visualization of the kernel density estimate, its derivative, and
a mean shift. The kernel density estimate f(x) is obtained by convolving the sparse set of
input samples xi with the kernel function K(x). The derivative of this function, f 0(x), can
be obtained by convolving the inputs with the derivative kernel G(x). Estimating the local
displacement vectors around a current estimate xk results in the mean-shift vector m(xk),
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The problem with this “brute force” approach is that, for higher dimensions, it becomes
computationally prohibitive to evaluate f(x) over the complete search space.10 Instead, mean
shift uses a variant of what is known in the optimization literature as multiple restart gradient
descent. Starting at some guess for a local maximum, yk, which can be a random input data
point xi, mean shift computes the gradient of the density estimate f(x) at yk and takes an
uphill step in that direction (Figure 5.17). The gradient of f(x) is given by
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where
g(r) = �k0(r), (5.36)

and k0(r) is the first derivative of k(r). We can re-write the gradient of the density function
as

rf(x) =

"
X

i

G(x� xi)

#
m(x), (5.37)

where the vector
m(x) =

P
i xiG(x� xi)P

i G(x� xi)
� x (5.38)

is called the mean shift, since it is the difference between the weighted mean of the neighbors
xi around x and the current value of x.

10 Even for one dimension, if the space is extremely sparse, it may be inefficient.
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In the mean-shift procedure, the current estimate of the mode yk at iteration k is replaced
by its locally weighted mean,

yk+1 = yk + m(yk) =
P

i xiG(yk � xi)P
i G(yk � xi)

. (5.39)

Comaniciu and Meer (2002) prove that this algorithm converges to a local maximum of f(x)
under reasonably weak conditions on the kernel k(r), i.e., that it is monotonically decreasing.
This convergence is not guaranteed for regular gradient descent unless appropriate step size
control is used.

The two kernels that Comaniciu and Meer (2002) studied are the Epanechnikov kernel,

kE(r) = max(0, 1� r), (5.40)

which is a radial generalization of a bilinear kernel, and the Gaussian (normal) kernel,

kN (r) = exp
✓
�

1
2
r

◆
. (5.41)

The corresponding derivative kernels g(r) are a unit ball and another Gaussian, respectively.
Using the Epanechnikov kernel converges in a finite number of steps, while the Gaussian
kernel has a smoother trajectory (and produces better results), but converges very slowly near
a mode (Exercise 5.5).

The simplest way to apply mean shift is to start a separate mean-shift mode estimate
y at every input point xi and to iterate for a fixed number of steps or until the mean-shift
magnitude is below a threshold. A faster approach is to randomly subsample the input points
xi and to keep track of each point’s temporal evolution. The remaining points can then be
classified based on the nearest evolution path (Comaniciu and Meer 2002). Paris and Durand
(2007) review a number of other more efficient implementations of mean shift, including their
own approach, which is based on using an efficient low-resolution estimate of the complete
multi-dimensional space of f(x) along with its stationary points.

The color-based segmentation shown in Figure 5.16 only looks at pixel colors when deter-
mining the best clustering. It may therefore cluster together small isolated pixels that happen
to have the same color, which may not correspond to a semantically meaningful segmentation
of the image.

Better results can usually be obtained by clustering in the joint domain of color and lo-
cation. In this approach, the spatial coordinates of the image xs = (x, y), which are called
the spatial domain, are concatenated with the color values xr, which are known as the range
domain, and mean-shift clustering is applied in this five-dimensional space xj . Since location
and color may have different scales, the kernels are adjusted accordingly, i.e., we use a kernel
of the form

K(xj) = k
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Figure 5.17 One-dimensional visualization of the kernel density estimate, its derivative, and
a mean shift. The kernel density estimate f(x) is obtained by convolving the sparse set of
input samples xi with the kernel function K(x). The derivative of this function, f 0(x), can
be obtained by convolving the inputs with the derivative kernel G(x). Estimating the local
displacement vectors around a current estimate xk results in the mean-shift vector m(xk),
which, in a multi-dimensional setting, point in the same direction as the function gradient
rf(xk). The red dots indicate local maxima in f(x) to which the mean shifts converge.

The problem with this “brute force” approach is that, for higher dimensions, it becomes
computationally prohibitive to evaluate f(x) over the complete search space.10 Instead, mean
shift uses a variant of what is known in the optimization literature as multiple restart gradient
descent. Starting at some guess for a local maximum, yk, which can be a random input data
point xi, mean shift computes the gradient of the density estimate f(x) at yk and takes an
uphill step in that direction (Figure 5.17). The gradient of f(x) is given by
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where
g(r) = �k0(r), (5.36)

and k0(r) is the first derivative of k(r). We can re-write the gradient of the density function
as

rf(x) =

"
X

i

G(x� xi)

#
m(x), (5.37)

where the vector
m(x) =

P
i xiG(x� xi)P

i G(x� xi)
� x (5.38)

is called the mean shift, since it is the difference between the weighted mean of the neighbors
xi around x and the current value of x.

10 Even for one dimension, if the space is extremely sparse, it may be inefficient.
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In the mean-shift procedure, the current estimate of the mode yk at iteration k is replaced
by its locally weighted mean,

yk+1 = yk + m(yk) =
P

i xiG(yk � xi)P
i G(yk � xi)

. (5.39)

Comaniciu and Meer (2002) prove that this algorithm converges to a local maximum of f(x)
under reasonably weak conditions on the kernel k(r), i.e., that it is monotonically decreasing.
This convergence is not guaranteed for regular gradient descent unless appropriate step size
control is used.

The two kernels that Comaniciu and Meer (2002) studied are the Epanechnikov kernel,

kE(r) = max(0, 1� r), (5.40)

which is a radial generalization of a bilinear kernel, and the Gaussian (normal) kernel,
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The corresponding derivative kernels g(r) are a unit ball and another Gaussian, respectively.
Using the Epanechnikov kernel converges in a finite number of steps, while the Gaussian
kernel has a smoother trajectory (and produces better results), but converges very slowly near
a mode (Exercise 5.5).

The simplest way to apply mean shift is to start a separate mean-shift mode estimate
y at every input point xi and to iterate for a fixed number of steps or until the mean-shift
magnitude is below a threshold. A faster approach is to randomly subsample the input points
xi and to keep track of each point’s temporal evolution. The remaining points can then be
classified based on the nearest evolution path (Comaniciu and Meer 2002). Paris and Durand
(2007) review a number of other more efficient implementations of mean shift, including their
own approach, which is based on using an efficient low-resolution estimate of the complete
multi-dimensional space of f(x) along with its stationary points.

The color-based segmentation shown in Figure 5.16 only looks at pixel colors when deter-
mining the best clustering. It may therefore cluster together small isolated pixels that happen
to have the same color, which may not correspond to a semantically meaningful segmentation
of the image.

Better results can usually be obtained by clustering in the joint domain of color and lo-
cation. In this approach, the spatial coordinates of the image xs = (x, y), which are called
the spatial domain, are concatenated with the color values xr, which are known as the range
domain, and mean-shift clustering is applied in this five-dimensional space xj . Since location
and color may have different scales, the kernels are adjusted accordingly, i.e., we use a kernel
of the form

K(xj) = k
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Mean shift clustering and segmentation 
16 CAPITOLO 1. CLUSTERING

Start

Figura 1.4: Rappresentazioen grafica nello spazio 1D del mean shift. Dato un insieme di punti
generato da due distribuzioni Gaussiane (barrette nere), è stata approssimata la funzione densità
con la (1.73) usando un kernel Gaussiano (1.72) con larghezza della finestra h = 1. Selezionando un
punto qualsiasi dall’insieme dei campioni (croce rossa), il mean shift inizia a stimare la posizione
successiva nella direzione in cui f aumenta, fino ad arrivare al valore in cui il gradiente si annulla.
Si noti che per trovare tutte le mode, i campioni visitati devono essere eliminati ed una nuova
procedura di ricerca della moda va inizializzata con un campione casuale mai visitato. Il mean
shift termina quando tutti i campioni sono stati visitati. Si noti che nel grafico la densità f è stata
calcolata per una migliore comprensione del funzionamento del mean shift. In situazioni reali, la
densità f è non nota.

(usando il kernel G come pesi) ed il vettore x centro del kernel (finestra). Quindi la procedura del
mean shift si può riassumere come segue

Algorithm 4 Algoritmo Mean shift per un kernel Normale

1: Siano dati i campioni da cui calcolare le mode xi per i = 1, . . . , n,
2: repeat
3: yold ← random(xi) Seleziona casualmente un punto iniziale dal dataset
4: repeat
5: Calcola il successivo valore centrale del kernel

ynew =

!n
i=1 xi exp

"
∥yold−xi

h ∥2
#

!n
i=1 exp

"
∥yold−xi

h ∥2
#

6: if ∥ynew − yold∥ < ϵ then
7: break
8: else
9: yold = ynew

10: end if
11: until ∥ynew − yold∥ < ϵ
12: until sono stati visitati tutti i campioni xi

Condizione sufficiente per la convergenza dell’algoritmo è dato dal seguente teorema
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The corresponding derivative kernels g(r) are a unit ball and another Gaussian, respectively.
Using the Epanechnikov kernel converges in a finite number of steps, while the Gaussian
kernel has a smoother trajectory (and produces better results), but converges very slowly near
a mode (Exercise 5.5).

The simplest way to apply mean shift is to start a separate mean-shift mode estimate
y at every input point xi and to iterate for a fixed number of steps or until the mean-shift
magnitude is below a threshold. A faster approach is to randomly subsample the input points
xi and to keep track of each point’s temporal evolution. The remaining points can then be
classified based on the nearest evolution path (Comaniciu and Meer 2002). Paris and Durand
(2007) review a number of other more efficient implementations of mean shift, including their
own approach, which is based on using an efficient low-resolution estimate of the complete
multi-dimensional space of f(x) along with its stationary points.

The color-based segmentation shown in Figure 5.16 only looks at pixel colors when deter-
mining the best clustering. It may therefore cluster together small isolated pixels that happen
to have the same color, which may not correspond to a semantically meaningful segmentation
of the image.

Better results can usually be obtained by clustering in the joint domain of color and lo-
cation. In this approach, the spatial coordinates of the image xs = (x, y), which are called
the spatial domain, are concatenated with the color values xr, which are known as the range
domain, and mean-shift clustering is applied in this five-dimensional space xj . Since location
and color may have different scales, the kernels are adjusted accordingly, i.e., we use a kernel
of the form
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•  The mean shift algorithm seeks modes or local 
maxima of density in the feature space 

Mean shift algorithm 
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•  Cluster: all data points in the attraction basin 
of a mode 

•  Attraction basin: the region for which all 
trajectories lead to the same mode 

Mean shift clustering 

Slide by Y. Ukrainitz & B. Sarel 



•  Find features (color, gradients, texture, etc) 
•  Initialize windows at individual feature points 
•  Perform mean shift for each window until convergence 
•  Merge windows that end up near the same “peak” or mode 

Mean shift clustering/segmentation 



http://www.caip.rutgers.edu/~comanici/MSPAMI/msPamiResults.html 

Mean shift segmentation results 



Mean shift segmentation results 



Mean shift segmentation results 



Mean shift 
•  Pros: 

–  Does not assume shape on clusters 
–  One parameter choice (window size, aka “bandwidth”) 
–  Generic technique 
–  Find multiple modes 

•  Cons: 
–  Selection of window size 
–  Does not scale well with dimension of feature space 



q 

Images as graphs 

Fully-connected graph 
•  node (vertex) for every pixel 
•  link between every pair of pixels, p,q 
•  affinity weight wpq for each link (edge) 

–  wpq measures similarity 
»  similarity is inversely proportional to difference (in color and position…) 

p 

wpq 

w 

Source: Steve Seitz 



Segmentation by Graph Cuts 

Break Graph into Segments 
•  Want to delete links that cross between segments 
•  Easiest to break links that have low similarity (low weight) 

–  similar pixels should be in the same segments 
–  dissimilar pixels should be in different segments 

w 

A B C 

Source: Steve Seitz 

q 

p 

wpq 



Measuring affinity 
•  One possibility:  

Small sigma: 
group only 
nearby points 

Large sigma: 
group distant 
points 

Slide credit: Kristen Grauman 



Measuring affinity 

σ=.1                               σ=.2                            σ=1 

                             σ=.2   

Data points 

Affinity 
matrices 



Cuts in a graph: Min cut 

Link Cut 
•  set of links whose removal makes a graph disconnected 
•  cost of a cut: 

A B 

Find minimum cut 
•  gives you a segmentation 
•  fast algorithms exist for doing this 

Source: Steve Seitz 
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Minimum cut 
•  Problem with minimum cut:   

 Weight of cut proportional to number of edges in the cut; 
tends to produce small, isolated components. 

[Shi & Malik, 2000 PAMI] 



Cuts in a graph: Normalized cut 

A B 

Normalized Cut 
•  fix bias of Min Cut by normalizing for size of segments: 

 assoc(A,V) = sum of weights of all edges that touch A 
 

•  Ncut value small when we get two clusters with many edges 
with high weights, and few edges of low weight between them 

•  Approximate solution for minimizing the Ncut value : 
generalized eigenvalue problem. 

Source: Steve Seitz 
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J. Shi and J. Malik, Normalized Cuts and Image Segmentation, CVPR, 1997  
 



Example results 



Results: Berkeley Segmentation Engine 

http://www.cs.berkeley.edu/~fowlkes/BSE/ 



Normalized cuts: pros and cons 
Pros: 
•  Generic framework, flexible to choice of function that 

computes weights (“affinities”) between nodes 
•  Does not require model of the data distribution 

Cons: 
•  Time complexity can be high 

–  Dense, highly connected graphs à many affinity computations 
–  Solving eigenvalue problem 

•  Preference for balanced partitions 

Slide credit: Kristen Grauman 



Summary 
•  Segmentation to find object boundaries or mid-

level regions, tokens. 
•   Bottom-up segmentation via clustering 

–  General choices -- features, affinity functions, and 
clustering algorithms 

•  Grouping also useful for quantization, can create 
new feature summaries 
–  Texton histograms for texture within local region 

•  Example clustering methods 
–  K-means 
–  Mean shift 
–  Graph cut, normalized cuts 
 



•  Interactive image and video segmentation 

[Jain & Grauman, HCOMP 2016] 

Results achieved with average of 2 user clicks 



Latest trends in segmentation 
•  Deep Learning (DeepMask and SharpMask) 

from FAIR Facebook AI Research 

VGG#

1x1#
conv#

2x2#
pool#
#

x:#3x224x224#

512x14x14#

512x7x7# 512x1x1# 1024x1x1#

fsegm(x):#224x224#

fscore(x):#1x1#

512x14x14# 512x1x1#
56x56#

Figure 1: (Top) Model architecture: the network is split into two branches after the shared feature
extraction layers. The top branch predicts a segmentation mask for the the object located at the
center while the bottom branch predicts an object score for the input patch. (Bottom) Examples
of training triplets: input patch x, mask m and label y. Green patches contain objects that satisfy
the specified constraints and therefore are assigned the label y = 1. Note that masks for negative
examples (shown in red) are not used and are shown for illustrative purposes only.

3 DeepMask Proposals

Our object proposal method predicts a segmentation mask given an input patch, and assigns a score
corresponding to how likely the patch is to contain an object.

Both mask and score predictions are achieved with a single convolutional network. ConvNets are
flexible models which can be applied to various computer vision tasks and they alleviate the need
for manually designed features. Their flexible nature allows us to design a model in which the two
tasks (mask and score predictions) can share most of the layers of the network. Only the last layers
are task-specific (see Figure 1). During training, the two tasks are learned jointly. Compared to a
model which would have two distinct networks for the two tasks, this architecture choice reduces
the capacity of the model and increases the speed of full scene inference at test time.

Each sample k in the training set is a triplet containing (1) the RGB input patch x

k

, (2) the binary
mask corresponding to the input patch m

k

(with m

ij

k

2 {±1}, where (i, j) corresponds to a pixel
location on the input patch) and (3) a label y

k

2 {±1} which specifies whether the patch contains
an object. Specifically, a patch x

k

is given label y
k

= 1 if it satisfies the following constraints:

(i) the patch contains an object roughly centered in the input patch
(ii) the object is fully contained in the patch and in a given scale range

Otherwise, y
k

= �1, even if an object is partially present. The positional and scale tolerance used in
our experiments are given shortly. Assuming y

k

= 1, the ground truth mask m

k

has positive values
only for the pixels that are part of the single object located in the center of the patch. If y

k

= �1 the
mask is not used. Figure 1, bottom, shows examples of training triplets.

Figure 1, top, illustrates an overall view of our model, which we call DeepMask. The top branch is
responsible for predicting a high quality object segmentation mask and the bottom branch predicts
the likelihood that an object is present and satisfies the above two constraints. We next describe in
detail each part of the architecture, the training procedure, and the fast inference procedure.

3.1 Network Architecture

The parameters for the layers shared between the mask prediction and the object score prediction are
initialized with a network that was pre-trained to perform classification on the ImageNet dataset [5].
This model is then fine-tuned for generating object proposals during training. We choose the VGG-
A architecture [27] which consists of eight 3 ⇥ 3 convolutional layers (followed by ReLU non-
linearities) and five 2⇥ 2 max-pooling layers and has shown excellent performance.
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Figure 6: Additional DeepMask proposals with highest IoU to the ground truth on selected images
from COCO. Missed objects (no matching proposals with IoU > 0.5) are marked with a red outline.
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