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Abstract: A neural architecture, based on several self-organising maps, is presented which counteracts the parameter drift problem for an
array of conducting polymer gas sensors when used for odour sensing. The neural architecture is named mSom, where m is the number
of odours to be recognised, and is mainly constituted of m maps; each one approximates the statistical distribution of a given odour.
Competition occurs both within each map and between maps for the selection of the minimum map distance in the Euclidean space. The
network (mSom) is able to adapt itself to new changes of the input probability distribution by repetitive self-training processes based on
its experience. This architecture has been tested and compared with other neural architectures, such as RBF and Fuzzy ARTMAP. The
network shows long-term stable behaviour, and is completely autonomous during the testing phase, where re-adaptation of the neurons is
needed due to the changes of the input probability distribution of the given data set.
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1. INTRODUCTION

In 1982, Persaud and Dodd [1] described a model of an
artificial system, now known as an ‘electronic nose’, able to
emulate some aspects of the biological olfactory system. They
proved that the device was able to discriminate among a
wide spectrum of odour patterns, and that discrimination
may be obtained with non-specific sensors. From this prem-
ise, it was possible to initiate a new research field in combi-
nation with artificial intelligence methods, with the aim of
emulating more closely the biological olfactory system.

In the last decade, focus within the electronic nose com-
munity has been concerned with patterns of odour identifi-
cation based on specific device responses. This is because
the new instrument, as opposed to other sensor responses
employed in robotics like cameras or sonar sensors, is sub-
jected to response dynamics that are difficult to model, so
that the repeatability and reproducibility of measurements
is poor.

At present, most commercial odour sensors are either
made of metal-oxide or conducting polymers. These are
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widely used, but others based on different working mech-
anisms should also be considered, such as: Quartz Crystal
Microbalance (QCM), or Surface and Bulk Acoustic Wave
(SAW and BAW) devices [2]. A fundamental requirement
of the sensor array used in an electronic nose is that it
generates a pattern of responses that is discriminable for
different samples. For this reason, an electronic nose is
composed of non-specific gas sensors that respond to a
broad range of compounds. The device returns a vector of
changes that is independent of the transducer, the current
(or voltage or resistance) with respect to a known baseline
acquired when no odour is presented. The interaction
between the environment and the array of chemical sensors
often gives rise to irreversible processes due to sensor poison-
ing and aging, hysteresis, together with effects of relative
humidity and the operating temperature. The first two effects
mainly contribute to drift parameters that make the classi-
fication difficult using supervised methods which do not
self-organise on-line. Other effects are environment changes,
and noncontrollable variables such as impurities or inter-
fering gases present in the mixture to be analysed.

Self-organising neural networks, such as those based on
adaptive resonance theory, have been widely investigated [3–
5], and have shown good generalisation but poor tracking
of the changing probability density of data (due to the
variation of the baseline of the sensor response).
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Odour recognition under drift effect has also been
addressed using a SOM-like algorithm [6], where a single
map was used. In that architecture, the authors used a single
neuron per gas without inter-neuron connections. Following
that work, a complete SOM algorithm was investigated [7],
with an arbitrary number of neurons allocated for each gas
to be recognised, based on its statistics. The drawback of
using a single neuron per class with respect to an arbitrary
number of neurons is that the distribution of each class is
in part controlled by the position of the neuron, and in
part by the metric used, instead of being entirely discovered
by the collection of neurons belonging to a certain odour
class.

Using the complete knowledge of odours stored in a
single Self-Organising Map (SOM), in this context, has the
drawback of moving all the codebook vectors towards the
new input probability distribution. This means that when
the same odour is presented in the long run, all the code-
books are moved towards the cluster that represents the
current input, and even to others associated with different
odours. Thus, other codebooks (related to different odour
classes) become closer to the current one, destroying the
historic knowledge base and making the system unstable for
the task at hand. A simplification of this problem has been
investigated by using an architecture based on multiple
SOMs for the recognition of sonar and speech signals not
subjected to drift [8].

In this paper, the objective of the classification task is to
recognise odour classes under normal conditions subjected
to drift, no matter how different the concentrations. A new
architecture, that we call mSom (where m is the number of
independent maps), has been developed on the basis of the
SOM theory developed by Kohonen [9]. Unlike other neural
techniques, where the input-output learned mapping is static,
the architecture presented here reduces the drift problem
(thus increasing the time for re-calibration) by addressing
the dynamic input-output mapping. Our approach involves
the use of the multiple SOMs, each associated with a single
odour to be recognised. In the first phase we calibrate
mSom, giving as input an odour sample (i.e. responses of
the sensor array exposed to a particular odour) for each
map. Each map self-organises its codebooks and then refines
them by using a learning vector quantisation algorithm, in
order to reduce the high uncertainty accumulated at the
borders of two or more different clusters (in this case, the
boundaries of the maps). Then a self-training process is
carried out in an autonomous fashion during the testing
phase, to track odour patterns with changing statistical distri-
butions. The idea of self-training processes in the literature
has already been explored in the context of pattern categoris-
ation in visual attention control mechanisms in robotics,
where MLP and SOM were used to accommodate new
unfamiliar patterns [10,11].

In machine learning, this problem is known as concept
drift learning, where the difficult part of this learning scenario
is that the concept depends upon some hidden contexts.
Effective learning in an environment with hidden contexts
and concept drift requires a learning algorithm that can

detect context changes without being informed about them,
and which can quickly recover from a context change and
adjust its hypothesis to a new context. One of the proposed
approaches in the literature makes use of the latest examples
which the learner trusts (referred to as a window) [12]. In
other words, the learner maintains a store of concept descrip-
tion hypotheses pertaining to previously encountered con-
texts. When the learner suspects a context change, it will
use the previously stored descriptions to adapt its knowledge
base related to the changed concept. In the proposed archi-
tecture, mSom, we make use of local memories as described
below, where measurements are stored for concept change
discovery and for successive self-training mechanisms.

2. ELECTRONIC NOSE

An electronic nose incorporates an array of chemical sensors,
whose response constitutes an odour pattern. A single sensor
in the array should not be highly specific in its responses,
but should respond to a broad range of compounds, such
that different patterns are expected to be related to differ-
ent odours.

A chemical sensor consists of a chemical sensitive layer
and a transducer. The chemical sensitive material captures
the interaction with the analyte molecules present in the
environment, and generates a physical change which is
sensed by the transducer, which converts the signal into an
analogue electrical output.

The transduction mechanism makes available several
physical signals, where electrical measurements (current,
resistance, voltage and capacitance), mass changes, heat gen-
eration and measurements of optical changes (absorption,
fluorescence and reflectivity) have been widely used.

In an array of chemical sensors, a pattern can be acquired
and processed as shown in Fig. 1. Let us consider a simple
odour (pure gas), or a complex one represented as a concen-
tration vector of the jth odour class cj(t) = (c1j, (c2j, . . .,
cpj), where p � 1 is the number of odorant components.
In case of equality, we are in the presence of a simple
odour; otherwise for p � 1, we have a complex odour.

The first stage of the system description is the impact of
the odour with the sensor surfaces. The most likely effect of
the transduction process is the measurement of the electrical
resistance, but in other cases it could be a change in
mass (for BAW sensors) or electrical potential (for Pd-gate
MOSFET) [2].

The signal generated by the sensor material is then con-
verted into an electrical signal and then conditioned. The
output signal, for example the resistance Rij(t), is digitised.
The converted signal is given by the vector

yj(t) = �
y1j

y2j

�

ynj

� (1)

and the array response may be preprocessed for noise and
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Fig. 1. An intelligent artificial olfactory system.

complexity reduction in order to accomplish the odour
recognition task, and for visualisation. A typical gas sensor
response is shown in Fig. 2 (ideal case), where the sensor
is exposed to a certain odorant j with a certain concentration
cj(t). Usually, the rise time �r and the decay time �d are
different. However, the output signal Rij(t) is subjected to
divergence from the ideal case by interfering signals.

There are several interfering inputs, the most common
being changes in temperature and the relative humidity of

Fig. 2. Characteristic response of a chemical gas sensor. The odour
is presented at a certain concentration c(t), and the system, consti-
tuted of a sensor and the electronics, converts the signal into
an electrical measure, in this case change in resistance �R(t) is
the readout.

odours. Usually, the heater of a chemoresistor is maintained
at a constant voltage, but in reality, the operating tempera-
ture varies due to any changes in ambient temperature.

Humidity also has a strong effect on most sensors. The
baseline resistance usually decreases as the humidity
increases, although the exact slope depends upon the
operating temperature of sensors.

One of the important characteristics of an array of chemi-
cal sensors is its long-term stability. The stability is con-
sidered to be the amount of variation of the steady-state
response (represented by Rs in Fig. 2) and the baseline R0.
The baseline is referred to as the value of the referring gas
injected into the vial before injecting the sample odorant
for which the response changes until reaching the saturation
value of Rs. Seasonal and environmental drift are apparent
in the behaviour of some odour sensors.

Drift is a dynamical process, caused by physical changes
in the sensors and the chemical background, which gives an
unstable signal over the time. It is in general a slow change
in sensitivity that occurs in time due to aging, slow morpho-
logical aspects of sensor material, poisoning, etc. Sensor
poisoning is caused when the sensor is exposed to a chemical
that irreversibly binds the sensing surface, leading to a
reduction or the total loss of sensitivity.

An example of drift is shown in Fig. 3, where a sensor
is exposed to the same odorant over time. Drift could be
both reversible, (e.g. condensation of vapour on the sensors),
and irreversible (e.g. aging that causes the pattern recognition
system to be very short-lived). Memory effect could be
considered similar to drift effect, which means that a
measurement at time t is highly influenced by measurements
at time t − k (for k time steps backwards, where the
influencing odorant has been presented and measured). This
leads to the fact that the same gas mixture will not give
one well defined pattern. If no drift correction of the sensor
signals is made, the model will have a continuous need
for re-calibration. Since the training phase of the pattern
recognition model should reflect the variance of the popu-
lations, many samples are necessary. In real application
processes, the samples may be very expensive to acquire,
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Fig. 3. Example of drift in a metal oxide sensor response. Each peak
represents a sensor response (measured in current changes) to
repeated Pentanone exposures.

which makes it unlikely that the pattern recognition model
will be re-calibrated very often.

Attempts at drift reduction have been made by using a
reference gas as a reference value, and then correcting all
subsequent readings accordingly [13,14]. Component correc-
tion [15] is a new method, using one or more reference
gases. This linear method is based on PCA and PLS algor-
ithms, and removes the drift direction calculated from
measurements of a reference gas. Fundamental studies of
the mathematical properties of the drift effects have been
studied by Davide et al [16]. This group has also developed
successful pattern recognition models based on system identi-
fication theories [6,17]. These models do not require the
use of a reference gas.

To produce consistent data for the pattern recognition
process, some form of pre-processing of the data from the
sensor array may be necessary. Several methods have been
applied for feature extraction of the sensor response, such
as the difference method (Rs − R0). The difference method
is usually applied when there is an additive error both to
the baseline R0 and the steady-state response Rs. In this case,
if n is the number of sensors in the array, we have n
features for each observation, i.e. y1j, . . ., ynj.

Principal Component Analysis is usually carried out as a
low pass filter, to reduce the noise in the signal, keeping
those components corresponding to the first few eigenvectors
that capture most of the variance contained in the data set.
Usually, the transformation is made into 2D or 3D spaces.
Let A be the truncated transformation matrix consisting of
the first useful principal components of the correlation
matrix of the data set. In the experiments that follow, the
first three principal components from the measurements yij

have been extracted, so the matrix A is 3 � n, and then
the observation becomes the 3D vector xj = A · yj.

3. THE BASIC SOM

The principal goal of the Self-Organising Map (SOM) is to
transform an incoming signal pattern of arbitrary dimension
into a one- or two-dimensional discrete map, and to perform
this transformation adaptively in a topologically ordered
manner. The embedded competition paradigm for data clus-
tering is done by imposing a neighbourhood constraint on
the output units, such that a certain topological property in
the input data is reflected in the output’s unit weights.
Figure 4 shows a two-dimensional self-organising map. The
Euclidean distance is considered as a measure of similarity
(respectively, dissimilarity), and the winning neuron is the
one with the largest activation (respectively, the smallest
distance). The updating procedure takes into account the
neighbourhood function to self-organise the network around
the winner. Inter-neuron connections ensure lateral plasticity,
to preserve the topology of the map. The Kohonen network
moves the neurons towards the input probability distri-
bution. Input neurons are represented by the abstracted
features, which are mapped onto a lower dimensional space
represented by the output neurons. In a first stage (off-line),
the net is trained with a few objects by presenting each
abstracted feature and selecting the winner neuron. This is
made to roughly approximate the input probability distri-
bution of the feature vectors. Then the winner’s neighbour-
hoods are adapted in order to move each neuron (weighted
with a Gaussian function) towards the input vector. The
algorithm can be summarised as follows:

1. Initialise randomly all the codebook vectors wi for i = 1,
. . ., N, where N is the size of the map;

2. Given an input vector x, find the winner c such that

�x − wc� = mini {�x − wi�} (2)

3. Adapt the neurons as follows:

wi(t + 1) = wi(t) + hci(t) [x(t) − wi(t)] (3)

Fig. 4. Kohonen model of a two-dimensional lattice of neurons.



310 C. Distante et al.

where hci(t) is the so-called neighbourhood function or
kernel, where it plays a central role in the relaxation
process. For convergence, it is necessary that hci(t) → 0
when t → �. It is a function defined over the lattice
point, defined as

hci(t) = �(t) exp �−
�rc − ri�2

2�2(t) � (4)

where rc, ri � �2 defines the position in the grid of the
winning neuron c and a neighbouring neuron i, respect-
ively, 0 	 �(t) 	 1 is the learning rate parameter, and
�(t) is the width of the kernel.

With increasing �rc 
 ri�, it follows that hci(t) → 0. The
average width and form of hci define the ‘stiffness’ of the
‘elastic surface’ to be fitted to the data points.

Let us define Nc(t) as the neighbourhood set of array
points around node c at time t. Assuming a rectangular
topology of the network (although others can be defined,
such as hexagonal), Fig. 5 shows three successive steps of
the neighbourhood set. We thus have that hci(t) = �(t) if i
� Nc(t) and hci(t) = 0 if i � Nc(t).

Both �(t) and the radius �(t) of hci(t) are usually decreas-
ing monotonically over time (during the ordering process).

4. mSom

A labelling phase follows the unsupervised phase, in order
to classify data based on the Euclidean distance. However,
in the context of electronic nose measurements, a single
map often rapidly becomes useless due to drift. If a neuron
is not often (or never) activated, it would not map the new
probability density of the odour. In other words, if a cluster
moves to a new position, it is not obvious that all the
neurons belonging to that cluster will be updated simul-
taneously. This behaviour could give rise to confusion, since
in the middle of a cluster there could be a neuron that
belongs to another cluster, and it has not been activated for
a very long time. For this reason, we developed a system of
multiple self-organised maps that enables a self-adjusting
process for all the neurons in each local map, and auton-
omous adaptation to new situations. Our approach preserves

Fig. 5. Example of neighbourhood set of node c at three successive
time steps for a rectangular topological map.

the self-organisation paradigm by considering as many maps
as the various odour classes, which are taken into consider-
ation, in order to accomplish the classification task. The
novelty in this architecture is the possibility of adjustment
of the individual maps over time, to be able to predict gas
measurements which have suffered from drift. Figure 6 shows
the mSom neural architecture. The processing is mainly
made in two phases: training, and testing with self-training.

In the initial training phase, each map is trained with
observations belonging to the same odour, i.e. preprocessed1

measurement vectors x.
Once the maps are self-organised, a refining process is

performed to reduce the high uncertainty accumulated at
the borders of two or more different clusters (in this case, the
boundaries of the maps). The refining process is discussed in
the next section, and is based on the well known Learning
Vector Quantisation (LVQ) algorithm [18,9]. At the end of
these two stages of training (SOM � LVQ), the maximum
quantisation error for each map is found (maxx�Mj

qerr),
based on the initially presented data given by a teacher,
then stored in local memories Mj for j = 1, . . ., m.

Now the testing phase can take place, where autonomous
classification is carried out. The testing phase is not driven
by a normal teacher, but is completely autonomous and is
based on the past history of each map contained in local
memories. Local memories are simply used to store a certain
number of recognised patterns needed for the retraining
process, and to control the input probability distribution by
means of the quantisation error. They have a fixed dimen-
sion, and work as a chain containing a certain number
of recognised patterns which occurred in a certain period
of time.

At a certain time step t, a preprocessed measurement
vector x is presented to the network. The Euclidean distance
measure is computed over all neurons of the maps, and the

Fig. 6. mSom architecture.

1 The preprocessing is carried out by extracting the first useful principal
components over the training set composed of vectors xj(t), where j = 1,
. . ., m represents the odour class.
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winner map (the one with the minimum distance) is con-
sidered as the estimated recognised odour.

The quantisation error for each map is defined by the
Euclidean distance, and is computed as the average of the
distances between all data vectors and the neurons
(codebooks) of each map.

Each unknown vector x that is presented to the network,
and then recognised with the winning map j by the nearest
neuron c, is stored in the corresponding local memory Mj

if and only if

�x − wj
c� � maxx�Mj

qerr(lastFtraining) (5)

After a certain number of unknown preprocessed vector
presentations x, if the data are subjected to drift, the distri-
bution of data stored in local memories changes and a self-
training process is needed to re-adapt the network to reflect
the new odour distribution. In this case, the network adapts
the neurons (self-training) to the current data probability
distribution represented by the content of local memories,
where last recognised data are stored that reflect the current
data situation. The post-training phase, commonly called the
testing phase, is not effectively a testing phase, since the
network uses its local memory content to eventually detect
changes in the probability data distribution with respect to
the knowledge represented by the neurons. So the testing
phase is a hybrid phase composed of testing and self-training
processes. In fact, if no re-adaptation takes place, mSom
decreases its performance, as shown in Section 7.

Also, misclassification is mainly caused by noisy data that
can be wrongly stored in the local memories, ending up
with an unstable network behaviour. To prevent this, the
maximum quantisation error is computed at the end of the
training, and each self-training, process.

Note that drift is a slow process, thus it is possible to
track odours even if the constraint of storing patterns in
local memories for further self-training holds true.

To test the network, the objective function to be reduced
for each map j = 1, . . ., m is the average quantisation error
computed both at every presentation and at the end of each
self-training process, defined as follows:

qerr(j)
ave(t) = meanx�Mj

(t) �
w�Mapj(t)

�
x�Mj(t)

�x − w�2 (6)

This value always gives information about the input prob-
ability distribution partially represented in the local memor-
ies of the jth map (for j = 1, . . ., m, where m is the number
of maps used in the network), to check for enabling a new
retraining process.

5. THE REFINING PROCESS: LVQ

Learning Vector Quantisation (LVQ) is a supervised learning
method based on a reward–punishment scheme, in order to
improve the quality of the decision surface. Once the maps
have been organised in order to approach the input prob-
ability distribution, the LVQ algorithm is applied. LVQ is a
useful method to refine clusters, and to reduce the area in

between two or more clusters in which highest uncertainty
is present. This area is also known as the Bayesian borders.
The use of LVQ for fine tuning prototypes (e.g. finding
optimal class separation) learned by the basic SOM algorithm
has been applied in speaker-independent speech recognition
problems [18]. A similar use of LVQ 1 has been for fine
tuning prototypes learned with the basic SOM algorithm.
The idea behind LVQ is that a data vector2 x is presented
to the maps, where competition in each map takes place for
‘the winner neuron selection’. Then the second competition
process selects the nearest map to the input vector x based
on the selected winners. If the label of the input vector x
agrees with the label of the winning map j, then the corre-
sponding winner neuron wj

c is moved in the direction of
the input vector. If, on the other hand, the class label of
the input vector x and the label of the winning map j
disagree, the winner neuron wj

c is moved away from the
input vector. We have described an adapted version, applied
to multi-maps, of the first version of the LVQ algorithm
referred, to as LVQ1 by Kohonen [9], since two improved
versions (LVQ2 and LVQ3) have been introduced.

In the other versions, two codebook vectors w(·)
c and w(·)

i

of a certain map ‘(·)’ that are the nearest neighbours to x
are now updated simultaneously. The input vector x must
fall into a zone, called a ‘window’, defined by a midplane
of wc and wi. Assuming that dc and di are the Euclidean
distances of x from wc and wi, respectively, then x is said

to fall into a window of relative width s if min �dc

di

,
di

dc
� �

t, where t =
1 
 s

1 � s.
.

In mSom, the refining process is carried out by using all
the data stored in local memories which updates the neurons
in one of the two cases described below. Thus, for each
map Mapj with j = 1, . . ., m, each vector x � Mj stored in
the corresponding local memory Mj is taken to find the
winner neuron w(j)

c , and the second winner w(·)
i , to update

the codebooks in one of the two following cases:

� if x, w(j)
c , w(·)

i belong to the same map (same odour class)
but fall into the ‘window’:

w(j)
c (t + 1) = w(j)

c (t) + �(t) [x − w(j)
c (t)] (7)

w(·)
i (t + 1) = w(·)

i (t) + �(t) [x − w(·)
i (t)]

only the winner w(j)
c is updated.

� if x and w(j)
c belong to the same map j, while x and w(·)

i

(the second nearest) belong to different classes (different
odours), then:

w(j)
c (t + 1) = w(j)

c (t) + �(t) [x − w(j)
c (t)] (8)

w(·)
i (t + 1) = w(·)

i (t) − �(t) [x − w(·)
i (t)]

2 Note that in mSom, vector x belongs initially to the training set, then
during the hybrid phase of testing and self-training, one of those is stored
into local memories, as shown in Fig. 6. The reason is that LVQ needs
labelled vectors to apply supervised learning, and this can be accomplished
by labelling each unknown presented vector after recognition with the label
of the winning map.
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where the learning rate � is usually made to decrease mono-
tonically with time, and 0.1 	 � 	 0.5 is related to the
width of the window chosen s. It is recommended to
initialise the learning rate to a rather small number, other-
wise no local minima is reached and the quantisation error
could increase [9].

6. EXPERIMENTS

Data from a 32-element conducting polymer gas sensor array
(the A32S) was supplied. This data consisted of repeated
observations of the resistance in each of the 32 elements
when the sensor was exposed to different classes of volatile
chemical. For each element in the array, a base resistance, an
intensity and a normalised intensity were recorded. Standard
deviations and normalised standard deviations were also
included. For each observation, there was also the inline
temperature and humidity, the sensor temperature, and vari-
ous time details. The 967 observations of six classes of
volatile chemical were repeatedly made over a period of four
weeks. In some cases, different concentrations of the chemi-
cal were used. The data set consisted of the following volatile
chemicals with associated concentrations: 10% and 1% Ace-
tonitrile; 10% Methanol; 10% and 1% Propanol; 1% Ace-
tone; 1% Butanol and Water. The objective of the classi-
fication task was to recognise the odour class under normal
conditions subjected to drift, no matter how different the
concentrations. The data set was acquired over a period of
four weeks, and from one week to another it was possible
to see the effect of the drift that made the clusters rotate
in a clockwise fashion.

The first 36 measurements of each odour in the first week
were used for training mSom. Moreover, a training set of
216 was given to the network, and the remaining 751
measurements (acquired in the next three weeks) were used
to test mSom.

In the preprocessing stage, the first three principal compo-
nents were calculated for projecting data for visualisation
(as shown in Fig. 7), and for feature extraction to feed
mSom. It is interesting to note that the same cluster, like
the Propanol, is present in two different areas of the input
space. This is because Propanol is present in two different
concentrations, 10% and 1%.

To retrain the network autonomously using the recognised
vectors stored in local memories, a refresh rate is considered.
It defines the number of unknown presentations before
starting a new training process.

Careful attention has been paid to the refining process
with LVQ. During this phase, the learning rate has been
initialised to a very small value, and with a small number
of iterations (around 20), the quantisation error was used
to avoid network instabilities. If the learning rate is set to
high values, the solution could be non-optimal in the task
of input probability function approximation, as well as if a
high number of iterations is chosen. To prevent this prob-
lem, the refining process is stopped in one of the following
two cases: (a) the quantisation error reaches its minimum
value; (b) the maximum number of iterations is reached.

Fig. 7. PCA plot of the data set. The plot shows component scores,
i.e. projection results from a 32-dimensional space over the first
three principal components (X1, X2 and X3).

A rectangular topology was chosen for each map; the
network parameters previously discussed are summarized in
Table 1.

7. RESULTS

The results were very useful, since the method is able to
counteract the effect of drift with a good approximation, by
tracking the clusters and generalising well with uncertainty.
The highest uncertainty region is in between two different
clusters, which in some cases overlap each other.

The best mSom performance was obtained by using a 5
� 5 size for each map field, where an error of 3.6% over
751 measurements in the test set was reported. Table 2
shows the confusion matrix of the test process, where 27
misclassifications are reported. The failure was due to 20
Acetone measurements, since they overlap with the Aceton-
itrile cluster at the boundaries.

Figure 8 shows the quantisation error graph related to
each map for the entire test phase; it is interesting to note
that the peaks are related to the time step before the
retraining process that moves the neurons towards the new
input probability distribution. As a first benchmark, we

Table 1. mSom parameters

Parameter Value

�(0) 0.5

 0.15

�(0) 0.05

s 0.25

Refresh rate 50

�(0) N (map size)
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Table 2. Confusion matrix of the classification task using mSom (true vs. predicted)

Water Propanol Acetonitrile Acetone Butanol Methanol

Water 85 0 0 0 0 1

Propanol 0 201 0 0 0 0

Acetonitrile 0 0 208 0 0 3

Acetone 0 0 20 67 0 0

Butanol 0 0 0 0 82 0

Methanol 3 0 0 0 0 81

Fig. 8. Averaged quantisation error vs. number of presentations
reported for each map during the testing phase by using self-
training mechanisms.

turned off the self-training process and compared the
quantisation error reported in Fig. 9 with the self-training
network version of Fig. 8. As we expected, since the network
is not able to re-adapt itself to the new input distribution,
the data vectors move away from the neurons, and the
quantisation error (that is a function of the Euclidean
distance) of all the data recognised and stored in the corre-
sponding local memories increases with time. In this case,
the number of misclassified odour patterns increased to 63,
with an error recognition rate of 8.8%. As a benchmark
with other neural architectures, Fuzzy ARTMAP [19,20] and
RBF [21] are considered with the same mSom conditions
for the training and testing data sets.

For the Fuzzy ARTMAP, the best results were obtained
by setting the vigilance parameters to 0.8 both for the
unsupervised component (Arta) and the supervised one
(Artb), and 0.9 for the map field. At the end of the training
process, 45 neurons were allocated in the unsupervised
component, and during the testing phase an error of 39.8%
was reported, even counting 51 ‘I don’t know’ responses as
errors. Table 3 shows the confusion matrix of Fuzzy ART-
MAP, where 6.79% of the missing data in the confusion
matrix (more precisely, 51 measurements of Acetonitrile)
resulted unclassified.

Fig. 9. Averaged quantisation error vs. number of presentations
reported for each map during the testing phase without self-training.

The RBF network used creates neurons one at a time. At
each iteration, the input vector which will result in lowering
the network sum-squared error is used to create a new radial
basis neuron. The error of the new network is checked, and
if low enough, the learning phase is finished. Otherwise, the
next neuron is added. This procedure is repeated until the
error goal is met (0.001), or the maximum number of
neurons is reached (i.e. the number of training vectors, 216).
A spread of 0.8 is used for radial basis functions to ensure
that more than one neuron can respond to overlapping
regions of the input space. The RBF network structure at
the end of the training phase was 3 � 157 � 6, and the
error reported for the testing phase was 49%, as shown in
Table 4.

Summarising the results, Table 5 shows the results of
mSom compared against RBF and Fuzzy ARTMAP, in terms
of errors committed in recognising the given data set.

8. CONCLUSIONS

This work has introduced a neural network based on self-
organising maps to solve a difficult classification task. The
data under consideration were dynamic in their probability
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Table 3. Confusion matrix of the classification task using Fuzzy-ARTMAP (true vs. predicted). Note that 51 ‘I don’t know’
responses related to Acetonitrile are not included

Water Propanol Acetonitrile Acetone Butanol Methanol

Water 86 0 0 0 0 0

Propanol 0 0 0 0 201 0

Acetonitrile 0 0 158 0 0 2

Acetone 0 0 24 63 0 0

Butanol 0 0 3 0 79 0

Methanol 14 0 4 0 0 66

Table 4. Confusion matrix of the classification task using RBF (true vs. predicted)

Water Propanol Acetonitrile Acetone Butanol Methanol

Water 85 0 0 0 0 1

Propanol 3 81 48 42 8 19

Acetonitrile 77 0 111 11 0 12

Acetone 0 0 23 64 0 0

Butanol 2 0 7 11 48 14

Methanol 13 0 0 2 0 69

Table 5. A comparison of several mSom map sizes with self-
training, without self-training, RBF and Fuzzy-ARTMAP

Neural network Numb. of errors (error rate,
%)

mSom 33
3 � 3 (4.4)

mSom 27
5 � 5 (3.6)

mSom 28
6 � 6 (3.7)

mSom 32
7 � 7 (4.1)

mSom 40
8 � 8 (5.3)

mSom 37
9 � 9 (4.9)

mSom 63
without self training (8.8)

RBF 293
(39)

Fuzzy 299
ARTMAP (39.8)

distribution, due to internal sensor and external condition
changes, and the objective of the network was to discover
the changes and to update its knowledge base accordingly.
mSom showed good performance, with 3.6% misclassi-
fications for the task at hand, compared to other neural
methods like RBF (39% misclassifications) and Fuzzy ART-

MAP (39.8% misclassifications). The use of local memories
allowed the network to find a global solution to the problem
by accessing local information, since the content of each
local memory represents local information of the cluster
distribution, and is thus used as a short-term memory.

As we used a constant named RefreshRate to start the
autonomous training process, one can use the derivative of
the averaged quantisation error of Eq. (6) to save time, due
to the expensive training with the refining phase, especially
if the map sizes are larger than 9 � 9. Furthermore, future
work will address the selection of good features from each
sensor response, and the use of Kalman filtering will be
investigated for cluster centroid prediction.
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Originality and Contribution

A new sensor field, gas sensors, have recently obtained a great deal of interests
since their ability to discriminate simple and complex odours given the use of
non-specific sensors in an array form (also known as an electronic nose). The
discrimination process, unlike the well known sensors like cameras and sonars
used in robotics, is slightly different due to the operating conditions of the gas
sensors. In fact, whilst with images or sonar readings the signals are stable in
terms of probability distribution, with gas sensors the readings probability distri-
butions varies over time. This is caused by the interaction between the environment
and the array of chemical sensors that often gives rise to an irreversible process
due to the so called sensor poisoning and aging, hysteresis, relative humidity and
the operating temperature. The first two effects mainly contribute to drift para-
meters that make the classification difficult using supervised methods that do not
self-organize on-line. This means that a known odour measured at different time
instant (let us say in one month of each other) could be found at different
positions of the feature space resulting in misclassification of the classifier if it
does not re-adapt its knowledge base by a re-training process on time.

We propose a method based on multiple self-organising maps that auton-
omously re-adapt the acquired knowledge base, by looking at the quantization
error that discover eventual input data distribution changes. Each map is associated
to an odour cluster, so that it can estimate mean and variance of the odour
distribution at the end of each training process, and local memories are provided
in order to self reorganize the maps once the computed average quantization
error in the test phase increases. The architecture re-trains its maps based on the
data stored into local memories during recognition. Local memories can be seen
as short term memories, where the content represent recognized odour pattern
that serve to reorganize each odour map once the network has discovered changes
in the cluster position.
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